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1. Introduction

In conducting causal inquiry, scientists often confront two types of 
problems. The first might be called the causal inference problem, and 
the second, the extrapolation problem. As an example of the causal 
inference problem, suppose that scientists observe a very high 
incidence of liver cancer in a group of people living in an 
environment where they exposed frequently to a certain chemical 
compound. The scientists then set out to investigate whether the 
compound is a carcinogenic material responsible for the occurrence of 
the abnormal phenomenon. In other words, scientists try to check 
whether the chemical compound is the cause of the high incidence of 
liver cancer among this group of people. The causal inference 
problem may also refer to the problem of checking the causal 
direction between two correlated factors. For example, suppose that 
economists who are responsible for guiding monetary policy are 
interested in checking whether a change in the money supply triggers 
a fluctuation in price levels, or the other way around.

Similarly, scientists might also be interested in whether the causal 
relation between the chemical compound and the high incidence of 
liver cancer―a claim that they obtained by estimating the 
epidemiological data of the observed group―can be used to explain 
or predict the health condition of another group of people who are 
exposed to a similar living environment. In an example of the 
extrapolation problem, scientists are usually concerned about whether 
an experimental result that indicates that a new drug does no harm to 
laboratory mice can be extrapolated to explain or predict that the 
drug likewise will have no harmful effect on the human body. The 
extrapolation problem is important for practicing scientists, because if 
a causal claim derived from the laboratory is inadequate to support a 
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similar explanation or prediction of the drug’s effect on humans, then 
taking the drug might result in a serious unexpected consequence to 
the health of people who take it.

The identification problem has been the focus of discussion among 
philosophers of science since at least the publication of J. S. Mill’s 
magnum opus A System of Logic. The extrapolation problem, 
however, has not been regarded as an independent and distinct topic, 
and hence was not seriously discussed until the late 1990s. Among 
those contemporary philosophers who regard the extrapolation 
problem as serious enough to call into question the reliability of 
inductive reasoning in scientific discovery, Nancy Cartwright and 
Daniel P. Steel are two prominent figures who have provided 
remedial approaches―the so-called capacities-based approach and the 
mechanism-based approach, respectively―to tackle the problem.1)

According to Steel, the extrapolation problem originates from two 
challenges: the extrapolator’s circle, and the direct consequence of the 
heterogeneity between a model and its target population.2) The 
extrapolator’s circle is a metaphor for the paradox Steel sees as 
embodied in extrapolation: The very limitation of our knowledge 
about the target population creates the need to use a model to 
conduct extrapolation, but it is this same limited knowledge that 
makes it hard to establish the adequacy of the extrapolation of the 
model to the target population. Moreover, as a consequence of the 
heterogeneity of populations, we know that an extrapolated account is 
regarded as adequate only if it is able to explain how it is possible 
to extrapolate from model to target even when there are causally 
relevant differences between them. Therefore, based on Steel’s 

 1) For their contributions to the topic, refer to: Cartwright (1999), 
Cartwright (2008), Cartwright and Hardie (2012), Steel (2008).

 2) Steel (2008), p. 4.
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description, it seems that if an approach is to be regarded as dealing 
with the extrapolation problem, it must offer plausible responses to 
these two challenges.

Although the approaches provided by Steel and Cartwright have the 
same goal―to tackle the challenges presented by the extrapolation 
problem―Steel complains that Cartwright’s approach is nothing more 
than simple induction and thus her approach cannot actually help us 
deal with the methodological problems confronted by extrapolative 
reasoning. This paper, by presenting a detailed analysis of what 
Cartwright means in a new account of evidence, aims to point out 
that the suggestion of Steel’s mechanism-based approach is quite 
similar to what is maintained in Cartwright’s capacities-based 
approach, and thus we can say that both approaches extrapolate their 
models to target populations―or, metaphorically, to use Steel’s own 
phrase, actually move across the boundaries between model and target
―on the same ground.3)

 3) An immediate question can be raised here: what do I mean by that these 
two approaches are similar with each other? In what way are they 
congenial? As is indicated by one of the anonymous referees of the 
paper, it is possible that these two approaches, although they may apply 
the similar methodology in conducting extrapolation, may possess 
different metaphysical understanding of extrapolation. If this is indeed the 
case, then it may undercut the validity of my similarity argument to a 
certain degree in that these two approaches are, after all, still different in 
their metaphysical presumptions. In the concern of avoiding such a 
criticism and tightening my argument, the best strategy here, I think, is 
to claim that my similarity argument only applies to the discussion of the 
comparison between the methodologies adopted by these two approaches 
and leave the discussion of their metaphysical presumptions to another 
paper.
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2. Is Cartwright’s capacities-based approach a simple 
induction?

What is a simple induction? According to Steel, an extrapolative 
maneuver is a simple induction if it follows this rule: “Assume that 
the causal generalization true of the base population also holds 
approximately in related populations, unless there is some specific 
reason to think otherwise.”4) Steel’s definition of simple induction 
reflects the following limitation of the approach: Unless all the terms 
mentioned in the rule (such as “approximately,” “related populations,” 
and “some specific reason”) can be identified and clearly explicated 
to the degree that the definition points out what it means for the 
causal generalization (1) to hold approximately, (2) to know which 
populations can be counted as related to the base population, and (3) 
to identify what constitutes a specific, relevant reason that is related 
to the reliability of the causal generalization in question; simple 
induction, instead of acting as a precise guide for extrapolative 
maneuvering, can never go beyond offering a vague indication that 
can be used to infer that a causal claim obtained in the base 
population could also be obtained in the target population―or, to put 
it conversely, to infer that a causal claim in the target is 
approximately the same as that in the base. Consequently, although 
simple induction can provide an imprecise suggestion for 
extrapolation, this insufficiency in specifying the domain of the 
applicability means that the causal claim derived from the base very 
likely is inapplicable in the target. In other words, as an inductive 
approach, simple induction has its limitations. What is needed is a 
more reliable and sophisticated inferential strategy.

 4) Steel (2008), p. 80.
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Does Cartwright’s capacities-based approach constitute a plausible 
alternative? In a 2008 book, Steel maintains that Cartwright’s 
approach is nothing more than a simple induction.5) Steel’s reason is 
this: According to Cartwright, a capacity is the stable causal power 
of a causal factor that has a causal influence across changes in 
background conditions; that is, the stable causal power of the factor 
will hold throughout the domain in question within different contexts 
or background conditions (or will hold within the set of related 
populations). Based on this description, therefore, a capacity is a 
stable causal influence that is not tied to a specific context. The 
problem, however, is that, we can observe only that a causal factor 
exerts a causal influence in a limited class of specific contexts rather 
than in all contexts, and thus it is very difficult for us to identify 
whether the causal influence in question is a stable capacity or 
merely a context-dependent local regularity.

In response to this challenge, Cartwright maintains that we can 
conduct such identification if “we assume that within the specified 
domain tendencies [or capacities] when properly triggered always 
‘contribute’ their characteristic behaviors unless there is a reason why 
not.”6) This response makes Steel conclude that Cartwright’s approach 
is nothing more than a simple induction because her approach 
commits to the use of the following methodological rule prescribed 
by simple induction: “Within some set of related populations (the 
domain), one assumes that the relationship holds unless there is some 
reason to suppose otherwise.”7)

But, according to Steel, we normally cannot expect, and so neither 

 5) Steel (2008), pp. 82-85.
 6) The quotation is originally from Cartwright (1995), p. 180. Here, quoted 

from Steel (2008), p. 83. 
 7) Ibid.
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can we assume, that a capacity will hold in different contexts; that is, 
a causal relationship obtained in one population normally cannot be 
extrapolated to another ones. In response, Cartwright provides the 
notion of a nomological machine: a stable structure within which 
there is a class of distinct factors whose stable capacities constitute a 
reliable causal network that can give rise to the kind of regularities 
that are usually regarded as causal laws. With respect to the concern 
of extrapolation, a model can be regarded as a nomological machine 
having a specific structure composed of a class of factors that gives 
rise to a specific causal claim, and a target as another nomological 
machine having a different structure from which another causal claim 
is derived.8)

Now, the main concern for extrapolation is whether the causal 
claim obtained in the model is the same as the one derived from the 
target. If the answer is yes, then the causal claim obtained in the 
model can be extrapolated to the target; if the answer is no, then the 
claim cannot be extrapolated. In the latter case, the way that 
capacities (which are possessed by factors) operate in the model to 
give rise to the causal laws is different from the way they operate in 
the target. Therefore, according to Cartwright, to identify whether a 
causal law obtained in the model can be extrapolated to the target, 
we need to check whether the way the model gives rise to the causal 
law―i.e., the causal structure or causal network―is the same as that 
of the target. But, Steel writes, “it is not clear how that can be done 
when the ability to study the target directly is severely limited.”9) 
Consequently, what is needed, according to Steel, is a plausible 
inferential strategy that can help the extrapolator examine the 

 8) As for the idea of nomological machine, refer to: Cartwright (1999), pp.
49-74.

 9) Steel (2008), p. 84.
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suitability of the causal claim―and the model from which the claim 
is derived―without knowing all the exact details of the target.

3. Extrapolation without knowing all the target details

Indeed, Steel’s main concern is to propose an inferential approach 
that can be used by an extrapolator to avoid the two challenges 
mentioned earlier (the extrapolator’s circle and the unexpected direct 
consequence resulting from the heterogeneity of populations). Steel 
begins by examining how scientists build up their strategies for 
learning about the underlying mechanisms that give rise to the 
occurrences of the target phenomenon.

Following Lindley Darden and Carl Craver,10) Steel distinguishes 
between phenomena and mechanisms. Phenomena are regular 
behavioral patterns of the components of a system, and they are, with 
respect to an extrapolator, usually more visible and so more easily 
discoverable than the underlying mechanisms that give rise to them. 
For example, “HIV exposure causes AIDS” is a phenomenon, 
whereas “the molecular processes through which HIV has this effect” 
is the mechanism that produces the phenomenon.

Because of this difference, scientists, in order to discover the 
underlying mechanism, usually must obtain information by observing 
the phenomenon as well as apply any background knowledge of (or 
constraint on) the components of the mechanism, their individual 
effects, and the effects of their interactions. The components include 
entities and the activities conducted by them. Using relevant initial 
ideas about these components, scientists draw a schematic diagram of 

10) Darden and Craver (2001).
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the mechanism that specifies the functional roles of the entities and 
activities without spelling out in detail how they perform the 
functions. The schematic diagram is supplemented with and so 
instantiated by further information about the mechanism, including 
detailed knowledge about the exact operation of these entities and 
activities. How do scientists discover this detailed knowledge? They 
trace forward or backward from a starting point or an end point, 
respectively, along the line of an inferential process. Steel coins the 
term process tracing to describe the entire inferential strategy 
conducted by scientists to uncover an underlying mechanism on the 
basis of an initial schematic diagram.11)

What then is the relevance of process tracing to the challenges of 
extrapolation? Recall that the problem is to identify whether a causal 
claim obtained in the model can be extrapolated to the target. In the 
current context, the problem can be reformulated into the following 
form: “Given both the mechanism and the phenomenon in the model, 
and partial information concerning the mechanism in the target, infer 
the mechanism and/or phenomenon in the target.”12) We can regard 
the mechanism thus stated as the causal claim mentioned earlier. In 
other words, by using the strategy of process tracing to tackle the 
problem of extrapolation, extrapolators conduct a comparison between 
the mechanism occurring in the model and that in the target, and so 

11) Recently, other authors also endorse the idea that if we want to know 
exactly by what and how a causal phenomenon is brought about, we 
need to obtain both the knowledge of difference-making―i.e., the 
knowledge of stable regularity among relevant causal factors―and that of 
mechanism―i.e., that of the deployment of relevant causal factors and 
their interaction. For a vivid case, refer to: Illari and Russo (2014); refer 
specifically to: pp. 46-59.

12) Steel (2008), pp. 87-88. emphases original.
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Steel coins another term, comparative process tracing (hereafter 
CPT), to describe this further strategy.

The immediate question is, Doesn’t the CPT strategy again 
confront the problem mentioned in the preceding section, problem 
with which Cartwright’s capacities-based approach finds hard to 
grapple―that is, the problem of how we can infer that a mechanism 
(and the causal claim derived from it) of the model is suitable for 
extrapolation to the target if we do not know all the exact details of 
the target? According to Steel, in addition to the empirical knowledge 
we obtain by observing and intervening in the phenomenon and 
mechanism in the model, the solution is the background knowledge 
concerning the mechanism in the target―even though it is usually 
only partial information. Steel uses a commonsense example to 
illustrate this point.

Suppose that two persons―A and B―both own 2005 Volkswagen 
Beetles. If we know that person A’s Beetle is green, can we 
immediately infer that person B’s Beetle is the same color? We 
normally cannot, because there seems to be no applicable background 
knowledge that can help us decide whether person B’s Beetle is the 
same color; what we can be sure of is that vehicles of the same 
make, model, and year do not necessarily have the same color. But 
can we infer the mechanical layout of person B’s Beetle―e.g., the 
location of the engine―given that we already know that the engine 
of person A’s Beetle is front-mounted? In this case, we can 
immediately infer that person B’s Beetle must also be front-mounted, 
because we know that vehicles of the same make, model, and year 
are generally similar with regard to the mechanical layout, such as 
the placement of the engine. If we liken person A’s Beetle to a 
model and person B’s to a target, then our goal in extrapolating is to 
make sure whether the conclusion obtained from the model is also 
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suitable for the target―i.e., to check whether our knowledge that the 
engine of person A’s Beetle is front-mounted is suitable for us to 
extrapolate to explain or predict the engine placement of person B’s 
Beetle. In our example, we can have great confidence in asserting 
that person B’s Beetle must also have a front-mounted engine, 
because we have sufficient reason―the background knowledge (or 
additional information) that cars of the same make, model, and year 
usually have the same engine placement―to make such an assertion. 
It is then obvious that this background knowledge plays an important 
role in helping extrapolators improve the reliability of their 
extrapolative inference.13)

Steel also provides a scientific example. He points out that when 
scientists try to identify how a certain chemical compound―e.g., 
aflatoxin B1 (AFB1)―has a carcinogenic effect on humans, they often 
conduct experiments on laboratory animals (such as rats and mice) 
and then use the conclusions obtained from their experiments to infer 
what would happen in humans. Suppose, however, that scientists 
obtain a different conclusion from their experiments on rats and mice
―that, in general, rats have a higher rate of liver cancer when they 
are exposed to AFB1 than mice do. How should scientists conduct an 
extrapolative inference to predict the rate of liver cancer in humans 
when they are exposed to the same carcinogen? Again, thanks to 
their background knowledge about the similarities and dissimilarities 
between the internal structure of the human body (and also the way 
the human body reacts to external chemical compounds) and those of 
rats and mice, scientists can safely conclude that, compared to rats, 
humans have a similar rate of liver cancer, because the internal 
structure of the human body (and the way it reacts to foreign 
materials) is more similar to that of rats than that of mice.14)

13) Steel (2008), p. 90.
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Steel concludes by maintaining that the CPT strategy, with the help 
of background knowledge about the model and target, can be used, to 
a certain degree, to respond to the two challenges of extrapolation. 
For the extrapolator’s circle, although the limitation of our knowledge 
about the target population creates the need to use our model to 
conduct extrapolation, this limited knowledge will not prevent us 
from reliably extrapolating our conclusion to the target, because our 
full background knowledge about the model, coupled with our partial 
background knowledge about the target, allows us to check whether 
our inference is valid, and so the extrapolator’s circle is terminated.

As for the second challenge (that of the unexpected direct 
consequence resulting from the heterogeneity of populations), it may 
seem that, to avoid making an inaccurate explanation of or prediction 
about the target, extrapolators need to conduct a comparative study of 
the mechanisms (or processes) in the model and in the target to 
check whether any dissimilarity exists between them that might result 
in a discrepancy between model and target. If we can identify the 
dissimilarity, then even if an unexpected consequence results directly 
from the heterogeneity of the populations, we can use the information 
we’ve unearthed about the dissimilarity to explain away the 
consequence.

14) Steel (2008), pp. 91-92. For general information of how AFB1 does harm 
to humans, refer to an excellent source: Eaton and Groopman (eds.) 
(1994). Also, for a seminal paper on the extrapolation of carcinogenic 
studies between different organisms, refer to: Gold, Manley and Ames 
(1992).
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4. Cartwright’s new concept of evidence: a way to explain 
the congeniality of the Steel and Cartwright approaches

Is the benefit we gain from background knowledge a 
methodological advantage exclusive to Steel’s mechanism-based 
approach? Or is this virtue shared by Cartwright’s capacities-based 
approach? To answer the question, we first discuss Cartwright’s 
initial concern about capacities.

Cartwright became committed to the idea of capacities in the 
1980s, mainly because she observed that, in many cases of scientific 
theorization, scientists usually do not abandon their theories even 
when their theoretical predictions conflict with the evidence found in 
experiments or field studies.15) With respect to this phenomenon, 
mainstream empiricists argue that it shows that most scientific 
theorization cannot live up to the rigid standard required by what is 
called an exact science; on the other hand, the “historical” school 
advances its own account (the “never completely convincible” theory) 
to explain why the scientific community maintains that the 
phenomenon is a direct consequence of the normativity required by 
paradigmatic science. To search for a position between these two 
extremes―one objective and the other subjective―in the 
metatheoretical accounts, Cartwright shifted the focus of her research 
to scientists’ practices instead of concentrating on the structure and 
history of scientific theories, as did the scholars of the two extreme 
accounts.16)

Cartwright’s research proceeded from a detailed study of the way 

15) Cartwright (1989). For the discussion in question, refer to: pp. 140-182, 
pp. 185-190, pp. 198-212, pp. 212-224.

16) For relevant discussion, refer to: Cartwright (1993), Cartwright (2008), pp.
1-6.
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scientists conduct their experiments and field studies. She concluded 
that the main purpose of scientists’ practices is to leverage relevant 
change-patterns among targeted variables from the great amount of 
empirical data they collect. Instead of regarding this attempt as 
searching for natural or social laws that enable these regular 
change-patterns, Cartwright argued that scientists’ practices manifest 
their interest in identifying how the causal powers―the “capacities”―
of relevant factors (represented by the corresponding targeted 
variables) make possible the so-called natural and social laws. In 
short, benefiting from the analysis of scientists’ practices, we find 
that it is the capacities possessed by the factors (targeted variables) 
that determine their own regular associations, but not the other way 
around (i.e., not that the regularity laws determine how these targeted 
factors associate with each other in regular ways).

With the help of this picture of the subordinate relation between 
regularity laws and capacity-possessing factors, Cartwright then 
provided a plausible explanation of the reason scientists are usually 
committed to regularity laws expressed in the main hypotheses even 
when they are refuted: When a hypothesis is incongruent with 
empirical evidence, scientists tend to believe that the factors that 
enable the targeted regularity law have failed to exert their full 
capacities; and the reason for this failure is that the stability of the 
causal structure in which the factors operate is destroyed by the 
intrusion of external disturbing factors or confounders. Thus, instead 
of complaining that the evidence renders the hypothetical regularity 
law inaccurate―or, to be more precise, that the posited capacity 
possessed by the targeted factor that underlies the regularity law is 
inaccurate―it is better to ascribe the fault to the misidentification of 
the concrete context of the causal structure from which the regularity 
law is derived.
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How, then, is the concept of a “stable causal structure” related to 
the discussion of extrapolation? The concept originates in a new 
account of scientific discovery that contains a new account of 
evidence, an account that is itself derived from Cartwright’s concept 
of capacity. According to Cartwright, scientists’ search for a 
scientific explanation starts by their building up a model having a 
minimal number of relevant capacity-possessing causal factors, in the 
hope that this minimal model―which contains the minimal causal 
structure―can be used to explain the targeted phenomenon. 
Whenever this minimal model is insufficient to explain a similar 
phenomenon in a new context, scientists begin to add relevant 
capacity-possessing disturbing factors to make the model more 
complete. The goal for the revised, more complicated model―
containing a more complicated causal structure―is to explain the 
originally unexplainable phenomenon. If the new model repeatedly 
produces a reliable relation that explains the new class of similar 
phenomena found in the new context, scientists generally accept the 
reliable relation as a genuine regularity for explanatory purposes. 
The entire operation of modeling a new causal structure is then 
repeated whenever a new conflict arises between the existing 
hypothesis and newly found evidence. In the process of gradually 
making increasingly complex models, if, at each stage of the 
model-building, scientists can find a corresponding complicated 
causal structure with a different combination of the relevant 
capacity-possessing causal factors to reliably generate stable relations 
among the targeted factors, scientists can then claim that the causal 
structure they find in each stage is a “nomological machine.”17)

17) The concepts of causal structure and nomological machine are highly 
congenial and related. For more detailed discussion of the concept of 
causal structure, refer to: Cartwright (1997).
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What role, then, is played by the knowledge of capacity in the 
discovery of a nomological machine? The knowledge of capacity― 

according to Cartwright and Pemberton, who coined the term “the 
knowledge of Aristotelian powers”―plays an important role in 
providing “what-how-that” evidence for a scientific discovery.18) With 
respect to a targeted phenomenon, “what” evidence (provided by the 
knowledge of capacity) points to the required general information 
regarding what exactly those causal factors are that can be combined 
to generate the phenomenon. What-evidence includes information 
regarding what these causal factors are, what capacities they possess, 
and what the arrangement of the factors is.

“How” evidence points to general information regarding how the 
product of the end-arrangement of the factors is generated from the 
start-arrangement through the change-process or 
difference-making-process triggered by the interaction of the 
capacities.

Based on the general information provided by what- and 
how-evidence, for each specific concrete case, we can gain further 
information―“that” evidence―by supplementing the general account 
with concrete details of that case, thus generating a concrete layout 
of a specific nomological machine to repeatedly produce the reliable 
“occurrence and features of causal regularities.” These in turn can be 
used to explain the targeted concrete phenomenon of each case.

It may seem that a nomological machine, with the addition of 
change-processes, makes sense of what-how-that evidence; conversely, 
it is the what-how-that evidence that provides scientists with the 
inference to ensure that the nomological machine is the right one for 
explanatory purposes. In this way Cartwright and Pemberton claim 
that contemporary discussions about capacity and evidence are lumped 

18) Cartwright and Pemberton (2013).
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together in an organic way to provide a foundation for a new account 
of explanation.

Next, let’s examine whether we can use Cartwright’s concept of 
the nomological machine to account for the example of aflatoxin B1 
(AFB1) mentioned earlier. In this example, Steel is concerned about 
which result―the experimental result of the carcinogenic effect of 
AFB1 in rats, or that in mice―is a more reliable one to be 
extrapolated to explain or predict the effect of the same carcinogenic 
material in humans. With the help of the background knowledge that 
the way the human body reacts to AFB1 is more similar to that of 
the rat’s body than to that of the mouse’s body, we can safely 
conclude that humans have a similar rate of liver cancer as do rats.

When Steel was examining this question, he noticed that, in the 
case of carcinogenesis, the decision usually depends on whose 
metabolism―that of rats or that of mice―is more similar to human 
metabolism. According to toxicology, the metabolism of external and 
potentially toxic compounds usually involves a chemical mechanism 
in which the compounds are transformed to become less toxic and 
more readily excreted. Thus, differences with regard to the way a 
compound is metabolized, and at what rate, can be regarded as 
indications of its carcinogenic effects. Mechanisms for metabolizing a 
foreign compound usually involve two stages: In stage I, the 
compound is chemically altered to make it more polarized and so 
more easily excreted; in stage II, the modified compound is combined 
with other chemical molecules to detoxify the compound and make it 
more easily removed from the body. It is found that the operation of 
the modified AFB1 with other chemical molecules in stage II has 
different results in rats, mice, and humans. In rats and humans, the 
operation produces certain complexes, called DNA adducts, which 
prevent the bodies of rats and humans from further detoxifying AFB1. 
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In mice, however, the DNA adduct is absent, because the operation 
of the modified AFB1 in a mouse’s body produces none. Therefore, 
the quantity of DNA adducts in each organism’s body can be 
regarded as an indicator of the degree of the carcinogenic effect of 
AFB1 on each individual organism. In other words, because rats and 
humans have a similar number of DNA adducts when exposed to 
AFB1, we can conclude that rats would be a more adequate model 
for extrapolation to explain and predict the carcinogenic effect of 
AFB1 on humans.19)

We can illustrate the congeniality of the Cartwright and Steel 
approaches by considering how the capacity of AFB1 expressed in the 
capacity claim (AFB1 has its capacity to cause liver cancer) can exert 
different effects in different nomological machines―namely, in 
different bodies of various organisms. To restate the case in terms of 
Cartwright’s concepts, we can say that the mechanism underlying the 
phenomenon in question―i.e., the phenomenon of the strong 
carcinogenic effect of AFB1 on the organism of rats―is a 
nomological machine containing a stable causal structure that gives 
rise to this phenomenon, which can be expressed in terms of the 
causal claim (AFB1 causes a high rate of liver cancer among rats). 
This causal claim can in turn be used to extrapolate to the target (the 
human body) by way of establishing a similar causal claim (AFB1 

causes a high rate of liver cancer among humans) to predict and 
explain the similar phenomenon occurring in the target―i.e., the 
carcinogenic effect of AFB1 on the human body. The mechanism that 

19) For a general discussion of the case, refer to: Steel (2008), p. 91. For a 
detailed discussion of the homogeneous metabolic result of AFB1 at stage 
I, refer to: Wogan (1992). For discussion of the different effects of AFB1 
to different species at stage II, refer to: Hengstler, Van der Burg, 
Steinberg, and Oesch (1999).



How to Move Across the Boundaries? 47

gives rise to the causal claim of the model (rats) can thus be 
regarded as possessing a similar causal structure as the mechanism 
that produces the causal claim of the target (humans), because both 
can be used to generate the causal claim that both possess the 
common feature―“causing a high rate of liver cancer”―that can be 
used to predict or explain the similar phenomena occurring in the 
model and target, respectively.

Notice, however, that the capacity of AFB1―i.e., its causal power 
to cause liver cancer―has a different degree of performance in the 
mouse model. Here, the mechanism that produces the phenomenon of 
the weak carcinogenic effect of AFB1 in mice is also a nomological 
machine containing a stable causal structure that gives rise to the 
aforementioned phenomenon, which can be expressed in terms of the 
causal claim (AFB1 causes a low rate of liver cancer among mice). 
Recall that when organisms are exposed to AFB1, they usually have 
different rates of efficiency in detoxifying it, because the mechanisms 
in their bodies that react to it are different in generating the DNA 
adduct, and it is the DNA adduct that determines whether AFB1 is a 
carcinogen to an organism. Therefore, if the mechanism of a mouse’s 
body does not generate sufficient DNA adducts, then the mouse does 
not suffer liver cancer; that is, the causal structure of the mechanism 
in the mouse’s body would not generate a sufficient number of DNA 
adducts to reach the threshold that induces liver cancer. In other 
words, the causal structure in the mechanism of a mouse’s body is an 
environment that prevents the capacity of AFB1―i.e., its capacity to 
cause liver cancer―from exerting its full causal power. This 
environment allows AFB1’s capacity to operate at only a mild degree 
of exertion, resulting in the situation expressed in the causal claim 
stating that AFB1 causes a low rate of liver cancer among mice.

If we denote the causal structure that produces a high rate of liver 
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cancer among rats as CSr, the causal structure that produces a high 
rate of liver cancer among humans as CSh, and the casual structure 
that produces low rate of liver cancer among mice as CSm, we can 
then conclude two things. First, on the one hand, CSr is similar to 
CSh because AFB1 in CSr can fully exert its power in causing a high 
rate of liver cancer among humans as it can in CSh in causing a high 
rate of liver cancer among rats. Second, on the other hand, CSm is 
dissimilar to CSh because even though AFB1 in CSh can fully exert 
its power in causing a high rate of liver cancer among humans, in 
CSm it can only partially exert its power in causing a low rate of 
liver cancer among mice.

Based on this description, we can conclude that the causal claim 
derived from CSr can be extrapolated to the target population of 
humans to explain or predict the behavior of AFB1 in the human 
body, because it is expectable that AFB1 will have similar behavior 
in CSh given that CSh is similar to CSr.

In contrast, it is hard to conclude that the causal claim derived 
from CSm can be extrapolated to humans to explain or predict the 
behavior of AFB1 in the human body, because it is very unlikely that 
AFB1 will have similar behavior in CSh given that CSh is dissimilar 
to CSm.20)

20) As is pointed out by an anonymous referee that, in my presentation, in 
order to be able to identify the rats model, rather than the mice model, is 
the more plausible model that is readily extrapolatable to explain and 
predict the situation in humans, extrapolators might need to presume that, 
both in the rats model and the humans case, there is a positive causal 
relation between the level of DNA adduct and the rate of liver cancer. 
But, where does the presumption come from? It may seem that the 
presumption is a causal fact somehow obtained before the extrapolation; 
the extrapolators might use this causal fact as their “background 
knowledge” to conduct the ensuing extrapolation. The referee’s query is, 
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5. Conclusion: conducting extrapolation on the same ground

In a 2009 article Cartwright called for attention to the distinction 
between efficacy and effectiveness.21) She argued that efficacy is the 
power that a factor exerts in a randomized controlled trial (RCT); 
effectiveness is the power that the same factor exerts in an 
uncontrolled, open environment. The main point that she argued is 
that although the result derived from an RCT―usually a capacity 
claim―cannot be directly extrapolated to the open environment to 
explain a similar phenomenon, the RCT result―with the help of 
relevant theory, reliable empirical assumptions, and further measured 
empirical evidence―can be used as partial evidence to help 
extrapolators to build up a more complete story of the phenomenon 
in question.

How can we turn efficacy as measured in an RCT into evidence of 
effectiveness in an open environment? Cartwright provides a case for 
explication. In 1996, the California state government launched a 
class-size reduction program in an attempt to improve students’ 
academic performance. What was the evidence to support this policy? 

if this is indeed the case, then it might result in the situation that the 
inferential strategies maintained in Steel’s and Cartwright’s accounts are 
in fact the same approach described with different terminologies. I would 
agree with the referee’s observation by pointing out that what is indicated 
by the referee is exactly the main point that the paper aims to defend. 
That is, the point that, be it the capacities-based or mechanism-based 
approach, they both apply the similar background knowledge―i.e., the 
similar account, theory, or story about the causal structures of the 
relevant model and target―to conduct their inference; therefore, we can 
say that they both stand on the same ground to conduct their 
extrapolation.

21) Cartwright (2009).
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It was generally agreed that an ideally controlled experiment in 
Tennessee had provided good evidence for the efficacy of class-size 
reduction in improving students’ learning. The evidence in this 
experiment, however, cannot be turned into evidence for the 
effectiveness of class-size reduction in actual practice in California, 
because there are many disturbing factors in the open environment 
that operate to undermine the efficacy of class-size reduction. For 
example, the rapid roll-out of the California program left little time 
for schools to prepare, and many schools ended up hiring unqualified 
teachers to educate the most disadvantaged students. What other 
factors, then, need to be added if we are to extrapolate to other 
environments the hypothesis that class-size reduction has its capacity 
to improve students’ learning?

Cartwright provides a metaphor to answer the question: To conduct 
an extrapolation is “like making pancakes. RCTs are the baking 
powder. But the baking powder is useless without the flour, milk, 
and eggs.”22) The question is, What are the requirements for 
conducting extrapolation as represented by the other three elements 
for making pancakes? Cartwright provided lengthy explanations of 
these three requirements, which can be likened to the three 
ingredients of the what-how-that evidence about capacities. Recall that 
the latter concept was also provided by Cartwright and her colleague.

Recall that what-evidence can be regarded as the conclusion that 
extrapolators obtain from their experiments on a certain factor to see 
how it will work in an ideally controlled environment; that is, 
what-evidence can be regarded as information about the capacity of 
the factor. How-evidence can be regarded as general information 
about the pattern of change-processes triggered by intervention with 
the factor in question under a specific causal structure containing a 

22) Cartwright (2009), p. 199.
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set of other specific factors. It is from how-evidence that 
extrapolators learn how the factor in question interacts with other 
relevant factors in a specific causal structure. That-evidence can be 
regarded as further information about a specific concrete case, 
evidence that can be used to supplement the general how-evidence 
with concrete details of the case so as to generate a concrete layout 
of a specific nomological machine to repeatedly produce reliable 
causal regularities, which in turn can be used to explain or predict 
the targeted concrete phenomenon.

With respect to the question of what other concerns need to be 
added in order to legitimate the extrapolation of a hypothesis, 
Cartwright wrote, “What legitimates the assumption of one kind or 
another of additivity and where do cautions like these about the 
assumption come from? They come from some story, account, or 
theory of what the capacities of small class size are and how they 
work. And this is where they must come from. We need―we always 
need―an account [or theory] that supplies the three basic ingredients 
if we are to turn efficacies into evidence for effectiveness.”23) Recall 
our question in an earlier section: Is the benefit we gain from 
background knowledge a methodological advantage exclusive to 
Steel’s mechanism-based approach? Or is this virtue shared by 
Cartwright’s capacities-based approach? From our presentation, it 
seems that both Steel and Cartwright stand on the same ground―they 
both agree that they benefit significantly from consulting the relevant 
theory, account, or story―to provide their respective metatheoretical 
accounts of extrapolation.24)

23) Cartwright (2009), p. 202. emphasis added.
24) The reader may ask: what then is the point of conducting such a 

comparative studies between these two approaches? Indeed, a similar 
question is raised by one of the referees of the paper, the referee asks: 
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what significance of the comparison of Cartwright’s theory and Steel’s 
theory on the problem of extrapolation could have for the issues of 
scientific methodology such as inductive inferences? My quick response 
to the question is as follows: by concluding from the comparative study 
that the background knowledge possessed by these two approaches for 
conducting extrapolation is at most only partial in that the knowledge of 
the target phenomenon is always incomplete, what we would expect that 
an extrapolator can do in inductive inference is to use his/her full range 
of knowledge regarding how each relevant factor’s capacity is exerted in 
each specific simple model, coupled with his/her partial knowledge 
regarding how these relevant factors may be deployed in the target 
situation, to leverage out the general knowledge about how these relevant 
factors can operate in concert to produce the target phenomenon. From 
the above description, it is obvious that the general knowledge about the 
target phenomenon can not be achieved in one step, the entire process of 
the extrapolative inquiry should look like this: by adding to (or 
subtracting from) the original simple model additional factors that carry 
with themselves stable capacities, we can investigate step by step how the 
net effect may result from the interaction among those factors―including 
the new factors and the old ones, and the extrapolator may then infer, on 
the basis of the knowledge of the net effect, how the target phenomenon 
may look like. Looking from the perspective of the description, I would 
maintain that the main function of conclusion derived from such a 
comparative study is to indicate that scientific methodology, instead of 
being regarded as systematic in nature, should be regarded as piecemeal, 
or, as was maintained by Cartwright, dappled, in nature.
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경계를 어떻게 가로지를 것인가?:
외삽에 한 최근의 두 근법 비교

첸 추

니얼 스틸과 낸시 카트라이트의 접근이 외삽 문제의 도전에 응한

다는 공통의 목표를 가짐에도 불구하고, 스틸은 카트라이트의 접근이 

단순 귀납에 지나지 않으며 따라서 그녀의 접근은 외삽적 추리가 직면

한 방법론적 문제를 해결하는 데 실제로 도움을 줄 수 없다고 불평한

다. 이 논문은 카트라이트의 새로운 증거 이론이 의미하는 바에 한 

상세한 분석을 통해 스틸의 메커니즘 기반 접근법(mechanism-based 
approach)이 시사하는 것이 카트라이트의 인과역량 기반 접근법

(capacities-based approach)이 주장하는 것과 상당히 유사하다는 사실

을 지적하려고 한다. 결국 우리는 두 접근법이 모두 각각의 모형을 표

적 모집단(target population)에까지 외삽한다고, 스틸의 표현을 빌려 

은유적으로 말하자면 같은 토  위에서 모형과 표적 사이의 경계를 실

제로 가로지른다고 말할 수 있다.

주요어: 외삽, 메커니즘 기반 접근법, 인과역량 기반 접근법, 인과, 
단순 귀납, 인과적 구조, 법칙기계, 낸시 카트라이트, 
니얼 스틸




